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Unfair AI

I We address the question of fairness in machine learning:
preventing that sensitive variables ‘unfairly’ influence the
outcome of a classifier
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Statistical Learning Setting

I Let µ be a prob. distribution on Z × S × Y , where
Y = {−1,+1} and S = {a, b} represents group membership
among two groups. Also let X = Z × S

I Let ` : R× Y → R be a loss function and define the risk of a
function f : X → Y as

L(f ) = E[`(f (x), y)]

I Define the risk of the positive labeled samples in group g

L+,s(f ) = E[`(f (x), y)|y = 1, s = g ]

I Definition. Let ε ∈ [0, 1]. We say that function f is ε-fair if

|L+,a(f )− L+,b(f )| ≤ ε
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Problem

I We wish to minimize the risk subject to the fairness
constraint:

min
f ∈F

L(f ) (1)

s.t.
∣∣L+,a(f )−L+,b(f )

∣∣ ≤ ε

I If ε = 0 and ` is the 01-loss function, our definition is
equivalent to notion of Equal Opportunity [Hardt et al., 2016]:

P {f (x)>0 | y=1, s=a}=P {f (x)>0 | y=1, s=b} (2)
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Fair Empirical Risk Minimization (FERM)

I Distribution µ is unknown and only have a data sequence
(xi , si , yi )

n
i=1 sampled independently from µ

I We consider the empirical problem

min
f ∈F

L̂(f ) (3)

s.t.
∣∣L̂+,a(f )−L̂+,b(f )

∣∣ ≤ ε̂
where ε̂ is a parameter linked to ε

I Empirical risk L̂(f ) = 1
n

n∑
i=1

`(f (xi ), yi )

I Empirical risk for the positive samples in group g

L̂+,g (f ) =
1

n+,g

∑
i∈I+,g

`(yi , f (xi ))

with I+,g = {i : yi=1, si=g} and n+,g = |I+,g |, g ∈ {a, b}
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Statistical Analysis of FERM

We say a class of functions F is learnable (wrt. loss `) if:

sup
f ∈F

∣∣L(f )− L̂(f )
∣∣ ≤ B(δ, n,F), with lim

n→∞
B(δ, n,F) = 0

Proposition 1. Let δ ∈ (0, 1). If F is learnable, f ∗ solves (1) and
f̂ solves (3) with

ε̂ = ε+
∑

g∈{a,b}

B(δ, n+,g ,F)

then with prob. ≥ 1− 6δ it holds simultaneously:

L(f̂ )− L(f ∗) ≤ 2B(δ, n,F)∣∣L+,a(f̂ )− L+,b(f̂ )
∣∣ ≤ ε+ 2

∑
g∈{a,b}

B(δ, n+,g ,F)
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Implications of the Bound

I Bound implies f̂ is close to f ∗ both in term of the risk and
fairness constraint

I But how do we find f̂ ? We would like to solve problem (3) for
the hard (misclassification) loss:

min
f ∈F

n∑
i=1

1{f (xi )6=yi} (4)∣∣P̂ {f (x)>0|y=1, s=a}−P̂ {f (x)>0|y=1, s=b}
∣∣ ≤ ε

I The fairness constraint extends the EO constraint (2) which
we call Difference of Equal Opportunity (DEO)
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Convex Relaxation

I Replace the hard loss in the risk with the (larger) hinge loss,
and the hard loss in the fairness constraint with a linear loss

min
{
L̂c(f ) : f ∈F ,

∣∣L̂+,a
l (f )−L̂+,b

l (f )
∣∣ ≤ ε̂} (5)

I The constraints with the hard and linear loss are related by∣∣L̂+,a
h (f )−L̂+,b

h (f )
∣∣≤∣∣L̂+,a

l (f )−L̂+,b
l (f )

∣∣+∆̂(f )

where ∆̂(f ) = 1
2

∑
g∈{a,b}

∣∣∣Ê [sign
(
f (x)

)
−f (x)

∣∣y=1, s=g
]∣∣∣

I Measuring ∆̂(f̂c) quantifies how well f̂ ∗c approximates f̂h, but
does f̂c approximate well a solution of problem (4)?
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Fair Learning with Kernels

I Consider the model f (·) = 〈w , φ(·)〉 where φ : X → H is a
kernel-induced feature mapping

I For the linear loss, the fairness constraint takes the form∣∣〈w , ua − ub〉
∣∣ ≤ ε̂, where ug is the barycenter of the positive

points in group g :

ug =
1

n+,g

∑
i :∈I+,g

φ(xi ), g ∈ {a, b}

I We consider the regularization problem (for some λ > 0)

min
w∈H

n∑
i=1

`(yi 〈w , φ(xi )〉)+λ‖w‖2 s.t.
∣∣〈w , ua − ub〉

∣∣≤ε̂
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Fair Learning with Kernels

I By the representer theorem

f (x) =
n∑

i=1

αiK (xi , x)

where K (x , xj) = 〈φ(x), φ(xi )〉 and α = (αi )
n
i=1 solves

min
α∈Rn

n∑
i=1

`

( n∑
j=1

K (xi , xj)αj , yi

)
+ λ

n∑
i ,j=1

αiαjK (xi , xj)

s.t.

∣∣∣∣ n∑
i=1

αi

[
1

n+,a

∑
j∈I+,a

K (xi , xj)−
1

n+,b

∑
j∈I+,b

K (xi , xj)

]∣∣∣∣ ≤ ε̂
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Continuous Sensitive Variables and Outputs

min
w∈H

n∑
i=1

`(〈w , φ(xi )〉, yi ) + λ‖w‖2

s.t. ‖A>w‖1 ≤ ε̂,

The matrix A is built from the data (see 2019 arxiv paper), and it
approximates the constraint

1

KQ2

K∑
k=1

Q∑
p,q=1

∣∣∣Lk,pk (f )− Lk,qk (f )
∣∣∣≤ε.

where

Lk,qk (f )=E
[
`(f (x), y)|y∈[tk , tk+1), s∈[σq, σq+1)

]
, ∀1≤k≤K , 1≤q≤Q
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Modified Validation Procedure

I In experiments, we employ a two steps 10-fold CV procedure:

I Step 1: we shortlist the hyperparameter with accuracy above
a certain percentage (we choose 90%) of the best accuracy

I Step 2, from this list, we select the hyperparameter with the
highest fairness (i.e. lowest DEO)
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Benchmark Experiments

I Näıve SVM, validated with a standard nested 10-fold cross
validation (only optimize accuracy ignoring fairness)

I SVM with the novel validation procedure. This baseline is the
simplest way to inject the fairness into the model

I The method by Hardt et al. [2016] applied to the best SVM

I The method Zafar et al. [2017], implemented with the code
provided by the authors for the linear case1

1Python code: https://github.com/mbilalzafar/fair-classification
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Results
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Results (cont.)
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Using Multitask Regularizers

I Consider that f (x , s) = 〈ws , x〉 and formulate the problem as
a multitask (matrix) learning one

min
w1,...wk∈H

n∑
i=1

`(〈wsi , xi 〉, yi ) + λΩ(w1, . . . ,wk)

with additional fairness constraints

I Different regularizers from the MTL literature can be used to
encourage similarities between the groups:

– variance or quadratic

– group lasso /structure sparsity

– trace norm or other spectral functions
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Regularization Around a Common Mean

We build on regularization ”around a common mean” to jointly
learn a shared and group specific models

min
w0,w1,...,wk∈H

1

k

k∑
s=1

L̂s(ws) + ρ
[λ
k

k∑
s=1

‖ws − w0‖2 + (1− λ)‖w0‖2
]

s.t. ‖Aw0‖1 ≤ ε

‖Ak(wk − w1)‖1 ≤ ε, k ∈ {2, ..., k}

L̂s is the empirical risk on the s-th group

Can also add a term L̂(w0)
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Experiments (1)
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A Two-Stage Approach
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Experiments (2)
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Open Problems / Research Directions

I Improve the convex relaxation

I Extension to continuous sensitive and output variables

I Multitask learning plus fairness constraint

I What if the data is observed sequentially?
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