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Optimization Problem: machine learning

*:= min E¢F(x,
f ,{2}5{55("5)

Goal/Setting: Make best use of available computing devices!

Special Case: finite support

= min [f(X) -2 Zﬁ-(x)]
x€ i
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(2 types of messages)

Worker(s) Worker(s)
Motivation: Communication between machines
is much slower than computation.
Goal: Communicate as little as possible!
Part 0 (baselines): Distributed SGD
Part | (cool stuff): SGD with Error Feedback & Local SGD
Part IlI: Open Problems
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Stochastic Gradient Descent Introduction: SGD
Distributed SGD

Quantization

Stochastic Gradient Descent (SGD)

X1 = X¢ — 1V i, (X¢)

f: R4 — R L-smooth (possibly non-convex)

Special case: p-strongly convex and L-smooth.
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Stochastic Gradient Descent Introduction: SGD
Distributed SGD

Quantization

f strongly convex, E ||V fi,(x:) — Vf(x;)]|* < o®  (Assumption)
Stochastic Gradient Descent (SGD):

This rate is optimal, in the sense f — f* = O(%)
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Stochastic Gradient Descent Introduction: SGD
Distributed SGD

Quantization

f strongly convex, E ||V fi,(x:) — Vf(x;)]|* < o®  (Assumption)
Stochastic Gradient Descent (SGD):

This rate is optimal, in the sense f — f* = O(%)
Mini-batch SGD:

LW
Xt1 =X — 37 Z V fiw (xt)
w=1

_ N o?
f(xr)—f*=0 <VVT>
Can evaluate W gradients in parallel. (Assumes W < T).
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Stochastic Gradient Descent Introduction: SGD
Distributed SGD

Quantization

Distributed SGD
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Stochastic Gradient Descent Introduction
Distributed SG

Quantization

\4
=
\i
o0

T 4Vfit (%) ——
Ul —— Xy __/
Xt vf’bt (Xt)
Parameter Server Workers

S. U. Stich Communication Efficient SGD



Stochastic Gradient Descent Introduction
Distributed SG

Quantization

e Assume 1 Worker, 1 Parameter Server for now

S. U. Stich Communication Efficient SGD 9



Stochastic Gradient Descent Introduction
Distributed SG

Quantization

e Assume 1 Worker, 1 Parameter Server for now

e Each iteration requires communication of V f;, (x;) € R,
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Stochastic Gradient Descent Introduction: SGD
Distributed SGD

Quantization

Xt Vfit (Xt)
e Assume 1 Worker, 1 Parameter Server for now
e Each iteration requires communication of V f;,(x;) € R. 5

T d
Can we do better?
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Stochastic Gradient Descent Introduction
Distributed SGD

Quantization

Quantization
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Stochastic Gradient Descent Introduction )
Distributed SGD

Quantization

Quantization: see e.g. [AGLT 16] QSGD
e Idea: send sparse vector Q(V f;,(x;)) instead of V f;,(x¢))
e Problem: Proof requires EQ(V f;,(x¢)) = V f(x)
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Stochastic Gradient Descent Introduction: SGD
Distributed SGD

Quantization

Example 1: Random Sparsification

;  with k
Q(x) = 4 randy(x) randk(x):{x with prob. g

0 otherwise

EQ)II* < { [Ix]|*, sparsity E[|Q(x)[|, = &
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Stochastic Gradient Descent Introduction: SGD
Distributed SGD

Quantization

Example 1: Random Sparsification

x; with prob. %

x) = 4 rand;(x), andy(x) =
Q) krnk() randy (x) 0 otherwise

EQ)II* < { [Ix]|*, sparsity E[|Q(x)[|, = &

Example 2: Random Quantization [WXY* 16] [AGLT 16]

Q(x) = ||x]| - "round to s bits” (Hi)

x||

E [Q)|* < 4 [x|*, sparsity E[|Q(x)l| < s(s + Vd)
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Stochastic Gradient Descent Introduction: SGD
Distributed SGD

Quantization

Quantization: see e.g. [AGLT 16] QSGD
e Idea: send sparse vector Q(V f;,(x;)) instead of V f;,(x¢))
e Problem: Proof requires EQ(V f;,(x¢)) = V f(x)

Examples:

Qy) sparsity o?
rand-k %randk(y) k < %02
round to s bits ||y || rounds(;¥)  s(s + Vd) < ¥ig?
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Stochastic Gradient Descent Introduction: SGD
Distributed SGD

Quantization

Quantization: see e.g. [AGLT 16] QSGD
e Idea: send sparse vector Q(V f;,(x;)) instead of V f;,(x¢))
e Problem: Proof requires EQ(V f;,(x¢)) = V f(x)

Examples:

Qy) sparsity o?
rand-k %randk(y) k < %02
round to s bits ||y || rounds(;¥)  s(s + Vd) < ¥ig?

Consequence: SGD convergence rate

rand-k round-1

o(*7) o(*¥)
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Stochastic Gradient Descent Introduction: SGD
Distributed SGD

Quantization

Quantization: see e.g. [AGLT 16] QSGD
e Idea: send sparse vector Q(V f;,(x;)) instead of V f;,(x¢))
e Problem: Proof requires EQ(V f;,(x¢)) = V f(x)

Examples:

Qy) sparsity o
rand-k %randk(y) k < %
round to s bits ||y|| rounds(Hi—”) s(s+Vd) < l

Consequence: SGD convergence rate

rand-k round-1 round-v/d
o(47) o() off)
Not sparse
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Stochastic Gradient Descent Introduction: SGD
Distributed SGD

Quantization

Quantization: see e.g. [AGLT 16] QSGD
e Idea: send sparse vector Q(V f;,(x;)) instead of V f;,(x¢))
e Problem: Proof requires EQ(V f;,(x¢)) = V f(x)

Examples:

Qy) sparsity o
rand-k %randk(y) k < %
round to s bits ||y|| rounds(Hi—”) s(s+Vd) < l

Consequence: SGD convergence rate

rand-k round-1 round-v/d  rand-k/top-k
o) o) o) o+ )
~—— —

Not sparse We can fix this!
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Error Feedback
Local SGD

Communication Efficient SGD

Error Feedback
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Communication Efficient SGD e [zl

Local SGD

1 Use memory m; € R? to keep track of the errors:
qr = Q(my + vV fi,(x4))
worker
myy =me + %V i (%) —a

X¢p1l = Xt — Q } server
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Communication Efficient SGD e [zl

Local SGD
1 Use memory m; € R? to keep track of the errors:

q = Q(my + %V fi,(x¢))
worker
myy =my + %V, (%) —q

X¢p1l = Xt — Q } server

2 Quantization operator does not need to be unbiased.
Assumption:

Ely-QWI*<@-8)lyl® vyeR! (%

Examples: + block-variants

rand-k, top-k, (scaled) rounds, and combinations thereof
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Error Feedback
Local SGD

Communication Efficient SGD

Theorem 1 [SCJ]: For Q as in (x), vt = ﬁ, a=5%
) - 1 = 0 (S + 222
with X7 = Zth%olwt Z;TF:_Ol wixy, wp = (@ +1)%, Kk = %
Theorem 2 [KRSJ]: For Q as in (x), v = \/T17+1
T+1Z”vf )| = (f(XO)\/_%LGQ—i—d;LjCiQ)
E |V fi, (x| < G? (Assumption)
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Error Feedback
Local SGD

Communication Efficient SGD

Proof (Sketch):

Main idea: Study a ‘virtual' sequence

Xep1 =X — %V i, (%¢)

Observe
~ (def)
nm; =Xx;— X Z%szj X;) qu
7=0
Key Lemma: E |my|* < 20774 e2 using (*)
Perturbed SGD: x; behaves as normal SGD Il
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Communication Efficient SGD ey [Tl

Local SGD

Goal: Reduce communication even more!

|total compuation|

communication| = X |message|

|local task|
Strategy |

4

Strategy ll: Increase |local task|!
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Communication Efficient SGD ey [Tl

Local SGD

Mini-batch SGD:

<o
<o

w
Xt+1 = X¢ — % Z Vfi;“ (xt)
w=1

2o
¥ N ¥ X

M <O < <O <0

e

e compute W gradients in parallel

N ¥ X ¥

e at x;

e communication every round

1
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Communication Efficient SGD ey [Tl

Local SGD

Local SGD
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Communication Efficient SGD
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Error Feedback

Local SGD

Local SGD:
xi' = WV fip (%), FH 41
w w
Xip1 =4 1 " . .
N W;(Xt —WVfip(x)) H |41

e W runs of SGD in parallel
e for different x}

e communication every H rounds
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L - Error Feedback
Communication Efficient SGD Local SGD

Local SGD
rate comm.
H=1 mini-batch SGD O(%) + )
H=T ‘one-shot averaging’ O(‘ﬁ) - +

H =O0(yT/W) O(&r) + -
Theorem 3 [S]:

2
Ef(xr) - f*=0 <M;W> for T = Q (H?*W)
with }:CT = m ZU)WZI Z?:BI 'l,UtX%U.

Proof (Sketch): Study ‘virtual sequence’
Xpi1 =% — S0V fiw (xP)
that behaves as mini-batch SGD. O
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L - Error Feedback
Communication Efficient SGD Local SGD

Discussion
e Only for small H, first step towards better understanding.

e Improve (in communication) over mini-batch SGD with batch
size WW.

e However, if we compare the our bound to mini-batch SGD
with the same communication pattern as local SGD (batch

size HW), our bounds are worse!
Counter-intuitive: assume H — 0o

e local SGD converges to x* (consider one local sequence)
e mini-batch does ‘one step of GD’, computed at x
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Local SGD at the Extreme
Summary

Questions

Open Problems
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Local SGD at the Extreme

. Summary
Questions S

Goal: Reduce communication even more!

|total compuation|

communication| = X |message|

|local task|
Strategy |

4

Strategy ll: Increase |local task|!

4

Strategy Ill: Increase |local task|!
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Local SGD at the Extreme

. Summary
Questions ?

min [f(X) => ﬁ-(x)]

=1
v \
n/2
min | fi(x Zfz min | fa(x Zfz

i=n/2+1

I (any algorithm we like) |}
(1, /1) (x5, /3,---)
N\ e

Can we get x*7?
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Local SGD at the Extreme
Summary

Questions
Given: optimization problem F(x,Z) min ;" fi(x)
Question: Can we design subproblems
w
Fi(x,T0), ..., Fw(x,Iy) UZv=17, ZinZy=0,i#j
w=1
that are easy to solve in parallel min ), 7 fi(x) + Rz, (%)

| (x5, M) = Fu(x)| = O(d)

and that allow cheap approximation of x* X* & g S X

X~ A(x],my, ..., X5y, my)
Applications:
o F(x,ZU{i}) Distributed /Federated Optimization
o F(x,Z\{i}) Privacy/Opt-out
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Local SGD at the Extreme
Summary

Questions

Q I: F(x, ZU{i} \U{5}) = F(x,T) + F(x, {i}) - F(x, {j})

Q II: The proofs of mem SGD and local SGD used that
{mem, local} SGD = SGD + 0 (7)

(similarly for momentum SGD). But this technique will never
allow to surpass SGD. Is there something better we can do?

Q 111: Does local SGD (not) beat mini-batch SGD?
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Local SGD at the Extreme

f Summar
Questions Y
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